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Big Data Exam S1 – Normal Session (Correction)
Part 1: Multiple Choice Questions (5 pts): Select the single correct answer for each question.
1. Which of the following describes the "Variety" characteristic of Big Data?
· The combination of structured, semi-structured, and unstructured data.
2. In a Hadoop HDFS cluster, which component is responsible for storing the actual data blocks?
· 
· DataNode

3. In Apache Spark, which of the following is considered an "Action" (not a transformation)?
· 
· count()

4. 
5. In MongoDB, what does the "Lazy" nature of a Capped Collection imply?
· It automatically overwrites the oldest documents when it reaches its maximum size.
6. Which architectural principle allows Big Data systems to handle hardware failure without losing data?
· 
· Data Replication

Part 2: Definitions and Conceptual Comparisons (5 pts)
Answer the following questions clearly and concisely.
1. Horizontal vs. Vertical Scaling: Explain the difference between these two strategies. Why is horizontal scaling (Scale-Out) the standard approach for Hadoop and MongoDB clusters?
· Horizontal Scaling (Scale-Out): Adding more servers to the network to share the workload.
· Standard approach: Big Data systems use horizontal scaling because it is more cost-effective (using commodity hardware) and provides better fault tolerance and near-limitless expansion.
2. The Latency Gap: Briefly explain the "I/O Bottleneck" and why Big Data frameworks (like Spark) prioritize processing data in RAM rather than on Disk.
· The I/O Bottleneck occurs because reading/writing data from a hard disk is significantly slower than processing it in RAM.
· Why Spark prioritizes RAM: By processing data in-memory (RAM), Spark avoids the high latency of disk access, leading to performance increases of up to 100x compared to traditional disk-based batch processing like Hadoop MapReduce.
3. MongoDB Data Modeling: Compare Embedding and Referencing.
· Embedding: Storing related data in a single document (denormalization). This allows for fast reads since all data is in one place.
· Referencing: Storing data in separate collections and using "links" (IDs) to connect them (normalization). This is better for data that changes frequently or has complex relationships
4. Disadvantage of Referencing: It requires multiple queries or the use of $lookup (joins), which are computationally expensive and can significantly slow down performance in high-velocity, high-volume systems

Part 3: Query Mapping - SQL and MongoDB (5 pts)
Complete the following table by providing the equivalent query in the empty cells.
	SQL Query
	MongoDB (MQL) or Aggregation Pipeline

	SELECT * 
FROM employees 
WHERE salary > 5000
	db.employees.find({ "salary": { "$gt": 5000 } })

	UPDATE orders 
SET status = 'shipped' 
WHERE id = 101
	db.orders.updateMany({ "id": 101 }, { "$set": { "status": "shipped" } })

	DELETE FROM products WHERE stock = 0
	db.products.deleteMany({ "stock": 0 })

	SELECT dept, AVG(salary) 
FROM employees
 GROUP BY dept
	db.employees.aggregate([ { "$group": { "_id": "$dept", "avgSalary": { "$avg": "$salary" } } } ])

	SELECT name FROM users WHERE age >= 18
	db.users.find({ "age": { "$gte": 18 } }, { "name": 1, "_id": 0 })


Part 4: MapReduce Logic and Implementation (5 pts)
Section A: Code Identification Study the following Python MapReduce code carefully.


Question: Based on the logic above, what is the specific objective of this MapReduce job? 
Answer: Objective: To find the maximum temperature for each city.

Section B: Now, consider a new problem: You have a dataset of sales in the format: 
Category, ItemName, Price. 
You want to calculate the Total Revenue per Category.

1. Complete the Mapper logic:
for line in sys.stdin:
    # Example input: "Electronics, Laptop, 1200"
    parts = line.strip().split(',')
    if len(parts) == 3:
        category = parts[0]
        price = parts[2]
        # (Task: Emit the correct Key and Value)
        Print (category, price)









2. Complete the Reducer logic:
current_category = None
total_revenue = 0
 
for line in sys.stdin:
    category, price = line.strip().split()
    price = float(price)
 
    if current_category == category:
        # (Task: Accumulate the revenue)
	total_revenue += price
    else:
        if current_category:
            print(current_category, total_revenue)
        
        # (Task: Initialize for the new category)
        current_category = category
        total_revenue = price
 
if current_category:
    print(current_category, total_revenue)

"Without big data, you are blind and deaf and in the middle of a freeway." — Geoffrey Moore
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